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Object Detection🔍

What can AI do?

https://github.com/openvinotoolkit/openvino_notebooks/tree/main/notebooks/401-object-detection-webcam


Object Detection🔍

What can AI do?

Pose Estimation🕺

https://github.com/openvinotoolkit/openvino_notebooks/tree/main/notebooks/401-object-detection-webcam


Object Detection🔍

What can AI do?

Pose Estimation🕺

Llama2 Chatbot🦙

https://github.com/openvinotoolkit/openvino_notebooks/tree/main/notebooks/401-object-detection-webcam


The Challenge



Training

50%

Having Your Model Trained is 
Only 1/2 the Challenge!

Deployment is hard… and 
we know, because we’ve 

done a lot of it!



How Do I Deploy My 
AI Solutions?



Should we start with 
CPU, GPU, or NPU?



How about XPU or 'all of the above' since Intel now has CPU, GPU, 
and NPU all working under the same one roof.

OpenVINO™



How to get the best 
AI application 

performance out of the 
available hardware?

How to maintain code 
across different 
architectures?

How to get the most popular 
use cases and cutting-edge AI 

running?
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OpenVINO™ 2024.0 

Making it easier to deploy and accelerate Gen AI & LLMs 

Improvement 
for LLMs

Enhancements for 
existing platforms

More Deep Learning 
Models

Simpler  Workflow



Neural Network Compression 
Framework (NNCF)

https://github.com/openvinotoolkit/nncf


Post-Training 
Quantization

Accuracy-Control 
Quantization

Quantization-Aware 
Training

Weight 
Compression

Filter pruning, 
Binarization, 

Sparsity, 
...

Neural Network Compression 
Framework (NNCF)

Activation-Aware 
Weight 

Quantization

https://github.com/openvinotoolkit/nncf


pip install nncf

Neural Network Compression 
Framework (NNCF)

Post-Training 
Quantization

Accuracy-Control 
Quantization

Quantization-Aware 
Training

Weight 
Compression

Filter pruning, 
Binarization, 

Sparsity, 
...

Activation-Aware 
Weight 

Quantization

https://github.com/openvinotoolkit/nncf


Model Mode Perplexity Perplexity Increase Model Size (GB)

databricks/dolly-v2-3b fp32 5.01 0 10.3

databricks/dolly-v2-3b int8 5.07 0.05 2.6

databricks/dolly-v2-3b int4_asym_g32_r50 5.28 0.26 2.2

databricks/dolly-v2-3b nf4_g128_r60 5.19 0.18 1.9

meta-llama/Llama-2-7b-chat-hf fp32 3.28 0 25.1

meta-llama/Llama-2-7b-chat-hf int8 3.29 0.01 6.3

meta-llama/Llama-2-7b-chat-hf int4_asym_g128_r80 3.41 0.14 4.0

meta-llama/Llama-2-7b-chat-hf nf4_g128 3.41 0.13 3.5

togethercomputer/RedPajama-INCITE-7B-Instruct fp32 4.15 0 25.6

togethercomputer/RedPajama-INCITE-7B-Instruct int8 4.17 0.02 6.4

togethercomputer/RedPajama-INCITE-7B-Instruct nf4_ov_g32_r60 4.28 0.13 5.1

togethercomputer/RedPajama-INCITE-7B-Instruct int4_asym_g128 4.17 0.02 3.6

Weight Compression 
for LLMs (NNCF)

Significant Reduction in RAM usage!

https://github.com/openvinotoolkit/nncf/blob/develop/docs/compression_algorithms/CompressWeights.md


Weight Compression 
for LLMs (NNCF)

Model 100% int4, symmetric mode
lambada_openai

Perplexity (↓)
lambada_openai

Accuracy (↑)
Gsm8k

Exact Match, 5 shot (↑)

stablelm-2-zephyr-1_6b awq 7.905 54.9 34.12

stablelm-2-zephyr-1_6b data-free 8.584 54.28 29.95

stable-zephyr-3b-dpo awq 8.4099 57.27 48.6

stable-zephyr-3b-dpo data-free 9.3011 56.18 46.17

zephyr-7b-beta awq 3.4564 71.05 -

zephyr-7b-beta data-free 3.5021 70.7 -

Better Quality of the Compressed Model!

https://github.com/openvinotoolkit/nncf/blob/develop/docs/compression_algorithms/CompressWeights.md


Stateful Transformation
How to optimize KV cache with OpenVINO™

KV cache

Next Token
Next Token

• model execution speedup
• user code simplification

Stateless Model Stateful Model
KV Cache

Output

Input
Input

Output



OpenVINO™ Tokenizers 
3rd party dependencies needed to use models with text inputs, e.g., LLMs, Stable Diffusion

“text” Tokenize LLM “Text”Input Outputvector detokenizevector

from transformers import AutoTokenizer

tokenizer = AutoTokenizer.from_pretrained(model_id)

input_text = tokenizer(prompt, return_tensors="np")

output_text = tokenizer.decode(output_ids, skip_special_tokens=True)

Python

Python



https://github.com/openvinotoolkit/openvino_contrib/tree/master/modules/custom_operations/u

ser_ie_extensions/tokenizer/python

OpenVINO Tokenizers is a binary extension with text-processing operations and a python package that helps to obtain tokenizer models.

“text” Tokenize LLM “Text”Input Outputvector detokenizevector

OpenVINO™ Tokenizers 



Placeholder for Demo of Running Mistral-7b-chat 
model with OpenVINO on AI PC

24



Placeholder for Demo of Running Mistral-7b-
chat model with OpenVINO on AI PC

2
5



openvino.genai



openvino.genai

Input length – Output length

First Token Latency (ms) Other Token Latency (ms) Memory usage (GB)

Benchmark tool



openvino.genai

python convert.py --model_id meta-llama/Llama-2-7b-chat-hf --output_dir models/llama-2-7b-chat

python benchmark.py -m models/llama-2-7b-chat/pytorch/dldt/FP32 -p "What is openvino?" -n 2

CLI

CLI

1. Convert HF models

2. Run Benchmarking

Benchmark tool



OpenVINO™ GenAI Pipeline Repo
OpenVINO Native C&C++ pipeline for Gen AI & LLM

Benchmarking for 
LLMs

Text generation C++ 
samples

LCM (with LoRA) 
C++ image generation pipeline

Stable Diffusion (with LoRA) C++ 
image generation pipeline 

github.com/openvinotoolkit/
openvino.genai

https://github.com/openvinotoolkit/openvino.genai


OpenVINO™ 2024.0 

Making it easier to deploy and accelerate Gen AI & LLMs 

Improvement for 
LLMs

Enhancements for 
existing platforms

More Deep Learning 
Models

Simpler  Workflow



Only 2
lines of 
codes

OpenVINO™ as Backend
PyTorch 2.0

import torch 

import torchvision.models as models 

import openvino.torch

model = models.resnet50(pretrained=True)

input = torch.rand((1,3,224,224))

model = torch.compile(model, backend="openvino")

pred = model(input)

OpenVINO Runtime

Graph Partitioning

PyToch Aten Library

Native Python

CPU

CPU

CPU iGPU dGPU NPU

Non-Torch Bits
Torch Bits

(Torch FX Graphs)

Aten-to-Prim
Decomposition

OpenVINO Torch Decoder with
OpenVINO Graph and Fusions

TorchDynamo

Supported SubgraphsUnsupported 
Operators

https://docs.openvino.ai/2024/openvino-workflow/torch-compile.html


OpenVINO™ Execution Provider 
for ONNX

Linux

pip install onnxruntime-openvino

Windows

pip install onnxruntime-openvino

openvino

Installation

https://onnxruntime.ai/docs/execution-providers/OpenVINO-ExecutionProvider.html


const { addon: ov } = require('openvino-node');

const { cv } = require('opencv-wasm');

const core = new ov.Core();

const model = await core.readModel('model.xml');

const compiledModel = await core.compileModel(model, 'CPU');

const imgData = await getImageData(imagePath);

const image = cv.matFromImageData(imgData);

const tensorData = new Float32Array(image.data);

const shape = [1, image.rows, image.cols, 3];

const inputTensor = new ov.Tensor(ov.element.f32, shape, tensorData);

const inferRequest = compiledModel.createInferRequest();

inferRequest.setInputTensor(inputTensor);

inferRequest.infer();

const outputLayer = compiledModel.outputs[0];

const resultInfer = inferRequest.getTensor(outputLayer);

const predictions = Array.from(resultInfer.data)

JavaScript API

https://github.com/openvinotoolkit/openvino/tree/master/samples/js/node


OpenVINO™ 2024.0 

Making it easier to deploy and accelerate Gen AI & LLMs 

Improvement for 
LLMs

Enhancements for 
existing platforms

More Deep Learning 
Models

Simpler  Workflow



NPU Plugin

Placeholder for demo to show pose-
estimation running on NPU



OpenVINO™ 2024.0 

Making it easier to deploy and accelerate Gen AI & LLMs 

Improvement for 
LLMs

Enhancements for 
existing platforms

More Deep Learning 
Models

Simpler  Workflow



100+ 
Demos

LLMs, GenAI, Stable Diffusion, Whisper, GPT, YOLOv5/v8, CLIP, 

Object Detection and Segmentation, Image Classification, 

Human Pose Estimation, and much more!

OpenVINO Notebooks 📚

https://github.com/openvinotoolkit/openvino_notebooks


Depth Estimation 🦭

OpenVINO Notebooks 📚

https://github.com/openvinotoolkit/openvino_notebooks/tree/main/notebooks/280-depth-anything


PhotoMaker📷

OpenVINO Notebooks 📚

https://github.com/openvinotoolkit/openvino_notebooks/tree/main/notebooks/283-photo-maker


InstantID 🎨

OpenVINO Notebooks 📚

https://github.com/openvinotoolkit/openvino_notebooks/tree/main/notebooks/286-instant-id


LLaVA
(Large Language and Vision Assistant)🌋

OpenVINO Notebooks 📚

https://github.com/openvinotoolkit/openvino_notebooks/tree/main/notebooks/257-llava-multimodal-chatbot


And Music Generation, Text to 
Speech (Bark), Speech to Text 

(Whisper), Diarization... 

🎶🎤💬📖

OpenVINO Notebooks 📚

https://github.com/openvinotoolkit/openvino_notebooks


www.openvino.ai

Installation

https://www.intel.com/content/www/us/en/developer/tools/openvino-toolkit/download.html


Installation

pip install openvino

www.openvino.ai

https://www.intel.com/content/www/us/en/developer/tools/openvino-toolkit/download.html


Installation

https://docs.openvino.ai/2024/get-started/install-openvino.html


Try It Yourself
openvino.ai

http://www.openvino.ai/
https://www.intel.com/content/www/us/en/developer/tools/openvino-toolkit/overview.html


Connect With Us

https://github.com/openvinotoolkit/openvino_notebooks/wiki/Connect-with-us


Contribute to OpenVINO™ Toolkit

How to start: https://medium.com/openvino-toolkit/how-to-contribute-to-an-ai-open-source-project-c741f48e009e

https://github.com/orgs/openvinotoolkit/projects/3
https://medium.com/openvino-toolkit/how-to-contribute-to-an-ai-open-source-project-c741f48e009e


Notices and Disclaimers

For notices, disclaimers, and details about performance claims, visit 
www.intel.com/PerformanceIndex or scan the QR code:

©  Intel Corporation. Intel, the Intel logo, and other Intel marks are trademarks of Intel Corporation or 

its subsidiaries. Other names and brands may be claimed as the property of others.

http://www.intel.com/PerformanceIndex


Thank You!




